
Answers to some of the exercises of chapter 1.

If you find new or easier answers then I would be happy to know and I will
include these here.

Chapter 1.

Ex. 1.1 (a) Note that in this question, Opt is the optimal solution for the set
cover problem and not for the partial set cover problem.

The idea is to apply the greedy set cover algorithm of Section 1.6. and stop
the algorithm as soon as at least pn elements are covered (where |E| = n).

From the analysis of Section 1.6. we us the following. Let ki be the number
of uncovered items just before ei gets covered. Then, ki ≥ i if we assume that
items are covered in the order en, en−1, . . . . Let yi be the cost for item i. We
know that yi 6 Opt/ki 6 Opt/i.

Now, assume that the algorithm covers exactly q > pn items. Then, the cost
of the solution is

n∑
i=n−q+1

yi 6 Opt

(
1

n− q + 1
+ · · ·+ 1

n

)
= Opt(Hn −Hn−q).

A small problem with the analysis is that q could be as large as n, in which
case we only have a factor Hn. This can be handled by charging the cost for
the last set separately. Assume that q′ < pn items are covered by the algorithm
just before the last set was added. The cost for all sets except the last one is at
most

n∑
i=n−q′+1

yi 6 Opt

(
1

n− q′ + 1
+ · · ·+ 1

n

)
= Opt(Hn −Hn−q′).

For any integer x it holds that lnx 6 Hx 6 1 + lnx. In this case we have

Hn−Hn−q′ < Hn−Hn−pn 6 1+lnn−ln(n−pn) = 1+ln
n

(1− p)n
= 1+ln

1

1− p
.

The cost for the last set is at most Opt. This can be seen as follows. Let k be
the number of uncovered items before the last set was added. For each item ei
covered by the last set we have yi 6 Opt/k. The number of items covered by
the last set is clearly no more than k. Hence, the cost for the last set is at most
kOpt/k = Opt. The total cost is at most (2 + ln(1/(1− p)))Opt.

(b) It is easy to see that the same algorithm as used in (a) does not work
here. For example, let a be an arbitrary (large) integer and let p = 1/2, E =
{1, . . . , 2a}, S1 = {1, . . . , a−1}, S2 = {a}, S3 = {a+1, . . . , 2a}, w1 = 1, w2 = 2,
and w3 = a. The optimal solution takes S1 and S2 and has cost 3, while the
algorithm picks set S1 and then S3 and has cost 1+a. The approximation ratio
for this example is (1 + a)/3 which can be made arbitrarily large. Hence, the
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ratio is not bounded by some function of p as required. This example also shows
the problem with the algorithm. For set S3, the cost per item is 1 but only one
more item is needed after S1 was chosen.

We need to come up with a different algorithm. Let k denote the number
of uncovered items at some moment. Then, we have covered n − k items and
we only need to cover another k′ = k − (n− pn) items. In stead of taking each
time the set that minimizes wl/|Ŝl| we take that l that minimizes

wl

min{|Ŝl|, k′}
. (1)

That means, we divide by the minimum of |Ŝl| and the number of items that
still need to be covered. The cost of the solution is only charged to exactly
the first pn items. Assume, for the ease of analysis, that the first pn items are
covered in the order epn, epn−1, . . . , e1. If k′i is the number items that still not
to be covered just before ei gets covered, then by this labeling,

k′i > i, for all i = pn, pn− 1, . . . , 1.

For i = pn, pn− 1, . . . , 1 let yi be the cost charged to ei, i.e., if ei is covered by
Sl, then

yi =
wl

min{|Ŝl|, k′i}
.

Claim 1.

yi 6
Opt

k′i
6

Opt

i
.

Proof. Consider an arbitrary item ei and let Ŝj denote the uncovered items of
Sj just before ei gets covered. Let I ′ be an optimal solution. By defintion of
the algorithm we have

wl

min{|Ŝl|, k′i}
6

wj

min{|Ŝj |, k′i}

for all j with |Ŝj | > 0. This implies that

wj >
wl

min{|Ŝl|, k′i}
min{|Ŝj |, k′i}, for all j.

We get that

Opt =
∑
j∈I′

wj >
wl

min{|Ŝl|, k′i}

∑
j∈I′

min{|Ŝj |, k′i} = yi
∑
j∈I′

min{|Ŝj |, k′i} > yik
′
i.

The last inequality follws from the fact the sets Ŝj (j ∈ I ′) together cover at
least k′i items.
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Figure 1: The figure shows how an instance of set cover is reduced to an instance
of the directed Steiner tree problem. The sets S1, S2 form a set cover. A
corresponding Steiner tree is shown in orange.

The total cost of the solution is

ypn + . . . y1 6 Opt(
1

pn
+ · · ·+ 1

1
) = HpnOpt.

Ex. 1.2 Theorem 1.14 states exactly the same for the unweighted set cover
problem (unweighted means that all weights are 1). The unweighted set cover
problem can easily be reduced to the directed Steiner tree problem.

The reduction Given an instance E,S1, . . . , Sm of the (unweighted) set cover
problem we model it as a directed Steiner tree problem as follows. For each set
Sj we define one vertex sj . Also for each element ei we define one terminal
vertex ti. Further, there is one more vertex r. There is an arc (sj , ti) of zero
cost if ei ∈ Sj . Further, there is an arc (r, sj) of cost 1 for all sj .

Correctness If there is a set cover of value k, then we can find a solution for
the Steiner tree problem of value k by taking the arcs (r, sj) for each of the k set
Sj and the terminals are added at no cost. The converse is also true: If there is
a directed Steiner tree of value k then the corresponding k sets form a set cover.
In this reduction the number of terminals is |T | = n, where n is the number
of elements in the set cover instance. We see that any f(|T |) approximation
algorithm for directed Steiner tree implies an f(n) approximation algorithm for
set cover. It is given in Theorem 1.14 that there is some constant c > 0 such
that there is no c log n-approximation possible for set cover (unless P = NP).
Hence, there is a constant c (actually the same c) such that there is no c log |T |-
approximation possible for directed Steiner tree (unless P = NP).

Ex. 1.3 (a) The subgraph is the union of directed cycles. In a directed
cycle, there is directed path from any vertex to any other vertex. Also, the
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subgraph is connected. Therefore, there is a directed path from any vertex to
any other vertex in the subgraph.

(b) The algorithm is similar to the greedy set cover algorithm of Section
1.6. We follow the same analysis.

When we add a cycle C to the solution then the cost is charged to the vertices
that are removed. Let Cost(C) be the sum of the edge costs in the cycle and
let |C| be the number of vertices in it. We say that v gets connected by C if v
is removed from the graph after C is added to the solution. Since we remove
exactly |C|−1 vertices in G after C is added to the solution, the cost per deleted
vertex v is

Cost(v) := Cost(C)/(|C| − 1).

The algorithm stops when there is one vertex left so let us define Cost(v) = 0
for that last vertex. Then the total cost of the solution found is exactly∑

i∈V
Cost(v).

Consider an arbitrary point vi and assume that there are still ki vertices in the
graph just before vi gets connected. A possible cycle is to take the optimal
TSP tour and shortcut it such that it only visits the ki remaining vertices. By
the triangle inequality, the cost of that cycle is at most Opt. The algorithm
chooses a cycle with minimum value Cost(C)/|C|. Hence this minimum is at
most Opt/ki. We get

Cost(v) =
Cost(C)

|C| − 1
6 2

Cost(C)

|C|
6

2Opt

ki
.

Assume that vertices are covered in the order vn, vn−1, . . . , v1. Then, ki > i for
all i. The cost of the solution found by the algorithm is at most

1∑
i=n

Cost(vi) 6 2Opt

(
1

n
+

1

n− 1
+ . . .

1

1

)
= 2HnOpt.

Ex. 1.4(a) N.B. In this exercise, the triangle inequality is NOT assumed.
A 4-approximation for the metric case is given in Chapter 4.

Theorem 1.14 states exactly the same but there it is for the unweighted set
cover problem. We try to model the set cover problem as an uncapacitated
facility location problem (UFL). This way, we show that solving UFL is at least
as hard as solving set cover. Hopefully, the inapproximability goes through as
well.

Given an instance E,S1, . . . , Sm of the (unweighted) set cover problem we
model it as a UFL problem as follows. For each set Sj we define one facility with
opening cost fj = 1. For each element ei ∈ E we define one client i. The cost
for connecting client i with facility j is taken 0 if ei ∈ Sj and infinite otherwise
(or some very large number). If there is a set cover of value k, that means
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Figure 2: The figure shows how an instance of set cover is reduced to an instance
of the uncapacitated facility location problem. Only edges of cost 0 are shown.
The sets S1, S2 form a set cover. A corresponding facility location solution is
shown in orange.

all elements can be covered with k sets, then there is a solution to the defined
instance of the UFL problem with value k as well: simply open the facilities that
correspond to the sets in the set cover. The converse is also true: if there is a
solution to the UFL problem of value k then there is a set cover of size k. Hence
we showed that the optimal value for the set cover instance is k if and only if
the optimal value of the UFL instance is k. That means, given that Set Cover
is NP-hard, it follows that UFL is also NP-hard. However, we need something
stronger. We need the reduction to be approximation preserving. Assume that
we can approximate UFL within some factor f(|D|) (where f(|D|) can be any
function of the number of clients |D|), then our reduction shows that we can
approximate set cover within the same factor f(n), where n is the number of
elements. It follows from Theorem 1.14 that there is some constant c such that
UFL cannot be approximated within a factor c ln |D|.

(b) We try the greedy set cover approach again. The idea is to open facilities
one by one and each time choose the facility that adds the smallest cost per
newly connected clients. If we choose to open facility i and choose to connect
a set S of clients to facility i, then the cost for this is fi +

∑
j∈S cij . The cost

per newly connected client is

φ(i, S) =
fi +

∑
j∈S cij

|S|
.

In each iteration we choose a facility and a set S of unconnected clients that
minimize φ(i, S). This approach won’t work if we only allow to choose failities
that are not chosen yet. (Check this. Can you give an example where it goes
wrong?) The opening cost fi is charged each time that a facility is chosen by
the algorithm. This is an overestimate of the cost but it makes that analysis
easier.

Define Cost(j) = φ(i, S), if client j ∈ S gets connected to facility i together
with all other clients in S. Then, the cost of the solution created by the al-
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gorithm is at most
∑

j∈D Cost(j) (where equality holds if no facility is chosen
more than once). Let kj be the number of unconnected clients just before the
step of the algorithm in which j gets connected.

Claim 2.

Cost(j) 6
Opt

kj
.

Proof. Let D′ be the set of kj clients that were unconnected just before j gets
connected. Consider an optimal solution and assume (for the ease of notation)
that facilities 1, 2, . . . , r together connect all clients in D′ in the optimal solution.
In particular, let Di ⊆ D′ be the clients that connect to facility i (i = 1 . . . r) in
the optimal solution. Then

Opt

kj
≥

∑r
i=1

(
fi +

∑
j∈Di

cij

)
∑r

i=1 |Di|

≥ min
i∈{1,...,r}

fi +
∑

j∈Di
cij

|Di|

≥ min
(i,S):S⊆D′

fi +
∑

j∈S cij

|S|
= Cost(j).

We conclude that the cost of the algorithm is at most

∑
j∈D

Cost(j) 6
∑
j∈D

Opt

kj
6
|D|∑
j=1

Opt

j
= H|D| ·Opt < (ln |D|+ 1) ·Opt.

Ex. 1.5 (a) Let x = (x1, x2, . . . , xn) be a feasible solution for the LP and
assume that it is not half integral. We show that x can be written as a proper
convex combination of two other feasible solution (hence, x is not an extreme
point). Let S− = {i | 0 < xi < 1/2} and S+ = {i | 1/2 < xi < 1} and let
S = {1, . . . , n} \ {S− ∪ S+}. Define the solutions y and z as follows.

yi =

 xi if i ∈ S
xi − ε if i ∈ S−
xi + ε if i ∈ S+

zi =

 xi if i ∈ S
xi + ε if i ∈ S−
xi − ε if i ∈ S+

Clearly, x = 0.5y + 0.5z. It remains to check that y and z are feasible LP-
solutions for some strictly positive ε. Assume xi + xj > 1. If i ∈ S− then
j ∈ S+ and we have zi + zj = yi + yj = xi + xj > 1. Clearly, if nor i, j ∈ S−
then yi + yj > xi + xj > 1 and, for small enough ε, zi + zj > 1.

(b) We find a 4-coloring of the graph together with an extreme LP solution.
Let us denote the colors as 1, 2, 3, 4 and Ci be the vertices with color i. Also,
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let S be the set of vertices j with value x∗j = 1/2. Assume that color 1 has the
largest weight over all vertices in S. That means, assume that∑

j∈C1∩S
wj >

1

4

∑
j∈S

wj .

Solve the LP-relaxation and round the solution as follows.

x̂i =


0 if x∗i = 0
0 if x∗i = 1/2 and i has color 1
1 if x∗i = 1/2 and i has color 2, 3 or 4
1 if x∗i = 1.

First we prove that x̂ is a feasible solution. If (i, j) ∈ E then i and j have
different colors. But then at most one of the two is rounded down to zero which
implies that x̂i + x̂j > 1 for any edge (i, j).

Note that ∑
i∈S

x̂iwi =
∑

i∈S\C1

wi 6
3

4

∑
i∈S

wi =
3

2

∑
i∈S

wix
∗
i

Also, note that x̂i = x∗i for all i ∈ V \ S. The cost of the solution is∑
i∈V

x̂iwi =
∑
i∈S

x̂iwi +
∑

i∈V \S

x̂iwi 6
3

2

∑
i∈V

wix
∗
i =

3

2
Z∗LP 6

3

2
Opt.

(Extra: In general, we get a (2− 2/k)-approximation for vertex cover if we
have a coloring with k colors.)
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Ex. 1.6 (a) Just as in Exercise 1.2 and 1.4 we can reduce from the Set
Cover problem. That means, we try to model the set cover problem as an node
weighted Steiner tree problem (NWST). This way, we show that solving NWST
is at least as hard as solving set cover. Given an instance E,S1, . . . , Sm of the
(unweighted) set cover problem we model it as a NWST problem as follows. For
each set Sj we define one vertex sj with cost wj = 1. For each element ei ∈ E
we define one vertex ti with wi = 0. We connect the vertices that correspond to
the sets by a complete graph, that means there is an edge (si, sj) for each pair
si, sj . Further, there is an edge (sj , ti) if ei ∈ Sj . All edge costs are zero. The
set of terminals T = {ti, . . . , tn}, where n = |E|. It is easy to see that (for any
k) there is a set cover of size k if and only if there is Steiner tree of total weight
k. In particluar, that means that the optimal values are the same. Hence, if we
would have an α-approximation algorithm for the node-weighted Steiner tree
problem, then we have an α-approximation algorithm for the set cover problem.
The latter problem can not be approximated within a factor c lnn for some c
(unless P = NP). Therefore, also the NWST cannot be approximated within
this factor c lnn. Now note that |T | = n.

(b) The answer to this exercise is not (at all) easy. If you are interested: a
proof is given in the paper:
‘A nearly best possible approximation algorithm for node-weighted Steiner trees.’
(www.citeseerx.ist.psu.edu/viewdoc/summary?doi=10.1.1.42.3433)
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